Bootstrapping and SAS

Motivation for Bootstrapping:  When we think of variability of statistics, one that often comes to mind of course is the mean.  If the variance for the sample it is drawn from exists, then it is easy to compute/estimate the variance of the mean assuming independence and that the observations are identically distributed.  We have VAR(ΣXi/n) = (1/n2)*( ΣVAR(Xi)) = (1/n2)*(n*22/n.

For other methods such as least squares regression, although the derivation is more complicated, it is still doable (mathematically tractable).  Often, there are statistics where even if we can derive the variance of the statistic of interest it may be messy/complicated or it may not have a formula that can be easily expressed.  This is where Bootstrapping tends to be a nice alternative.  An example of something where it is hard to compute the variance would be for the median or any other percentile for that matter.

What is Bootrapping:  Boostrapping uses the original data set to create new samples based on sampling with replacement (more about this soon!).  The term “bootstrap” refers to the use of the original data set to generate new ones denoted by x*.  The bold type indicates the data could be a matrix, vector etc.

Example of Bootstrap sampling:  An example of a bootstrap sample is as follows.  Suppose we have a sample with 3 observations (yes this is quite trivial and stupid, but bare with me!)  Suppose that X1=2, X2=4, X3=5.  Suppose we wanted to estimate the median.  Then based on this sample, a natural estimator for the median is 4.  Suppose now that we considered all possible samples with replacement.  There are a total of 27 from a simple counting exercise:  Three choices for the first, second, and third observations (33=27).  Sampling with replacement allows a single observation to be listed more than once.  In this case it is feasible to list out all of the possibilities, and compute the median of the resulting sample.

	Sample
	Median est.
	Sample
	Median est.
	Sample
	Median est.

	2,2,2
	2
	4,2,2
	2
	5,2,2
	2

	2,2,4
	2
	4,2,4
	4
	5,2,4
	4

	2,2,5
	2
	4,2,5
	4
	5,2,5
	5

	2,4,2
	2
	4,4,2
	4
	5,4,2
	4

	2,4,4
	4
	4,4,4
	4
	5,4,4
	4

	2,4,5
	4
	4,4,5
	4
	5,4,5
	5

	2,5,2,
	2
	4,5,2
	4
	5,5,2
	5

	2,5,4
	4
	4,5,4
	4
	5,5,4
	5

	2,5,5
	5
	4,5,5
	5
	5,5,5
	5


We can then empirically derive the estimated distribution of the median based on these samples.  The probability that the median is 2 is 7/27, the probability the median is 4 is 13/27, and the probability that the median is 5 is 7/27.  Since we know what the actual discrete distribution (for the median)  looks like we can easily compute the variance and standard deviation.  We have:  (22*(7/27)+42*(13/27)+52*(7/27))-( 2*(7/27)+4*(13/27)+5*(7/27))2=(411/27)-(101/27)2=1.23.  Further, the standard deviation estimate is 1.11.  We do not actually know the distribution of the median, but this is our best guess, and we apply it to find the median.  In this case we only had a sample size of 3 to contend with.  Even if we only had a sample size of 10, there would 1010 or 10 billion entries in our table, a real pain, even with today’s computing power.  This is where we get to the computing reality of bootstrapping where we do the next best thing.  We take a random sample from all of these bootstrap samples.  What this entails is generating several bootstrap samples, computing the statistic of interest, and then computing a mean and standard deviation the way we ordinarily do for a sample.  Hence the denominator for the variance is B-1, where B is the number of bootstrap samples generated.  If you are just interested in finding the standard deviation estimate or variance, it rarely takes more than B=500.  If you are interested in hypothesis testing or confidence intervals you need about B=2000.  For now let’s suppose B=2000 .  Turn your attention now to the median_svslct.sas syntax file for an example.  The data represent length of stay for patients at a home care agency.  Although many references give 500 and 2000 replications as guidelines as what you should use for variance estimates and confidence intervals one other strategy for determining whether you have made B large enough is to repeat the analysis for different numbers of replications and either take the relative difference of the estimated variances from one iteration to the next or plot them on a graph to see if the behavior settles down.  This is seen in the Excel graph file STABILITY_MEDIAN.s

Another question one might have is whether bootstrapping may be used for confidence intervals and hypothesis testing?  You bet!  The only catch is you have to be extremely careful to choose a large number of bootstrap samples because you are relying heavily on the tails of the distribution that results from the bootstrap samples.  For a 95% confidence interval the obvious guess would be to take the 2.5th percentile on the left of the distribution of the bootstrap estimates and the 97.5th percentile on the right.  If you have a lot of bootstrap samples, this method (percentile method) can actually be this simple (dependent on your data of course, sometimes it is more complicated).  This method is called the percentile method.  Another possible guess for constructing a confidence interval would be to take the original estimate and then use the resulting estimate of the variance the way you would in a regular confidence interval:

(hat-z(1-/2)*seboot,hat+z(1-/2)*seboot)

Here, hat represents your original estimate and seboot represents the estimate of the standard error (square root of variance estimate) you obtained by bootstrapping.  The z(1-/2) is just the standard z score from the normal distribution (if =.05 then /2=.025 and we get roughly 1.96).  Although very intuitive, these two methods have problems in practice and there are a few ways of adjusting so the confidence intervals behave the way we want to in the sense of coverage.

These methods assume that your estimator is not biased.  When I say biased in this context I actually mean median bias as opposed to the usual E(X)= kind of bias.  This bias is essentially the difference between the original estimator and the median of the bootstrap estimates.  If your estimator is biased, many times two-tailed CI’s will still be ok, but 1-sided can be poor.  I will go over three common methods used to construct confidence interval estimates based on Bootstrapping:  Reflection method, Bias correction, and accelerated bias correction.

Reflection method:

The basic idea here is to combine the original estimate of a regression parameter and the desired percentiles from the bootstrap distribution to construct a confidence interval.

The motivation for this technique begins with the sampling distribution of b1 (the estimate of 1).  We can state with 1- probability that we have the following:

b1(/2)≤b1≤b1(1-/2) where b1(/2) and b1(1-/2) denote the (2/)*100 and (1-/2)*100 percentiles of the sampling distribution of b1.  Expressing these percentiles in terms of distances (let’s call them D1 and D2) from the mean of the sampling distribution E(b1)=1 we obtain:

D1=1-b1(/2)

D2=b1(1-/2)-1.
Which in turn leads to the equations:

b1(/2)=1- D1 and

b1(1-/2)=1+ D2.  If we now take these last two equations and plug them in to the very first inequality discussed above we have the following:

1-D1≤b1≤1+D2 ( -D1≤b1-1≤D2 ( -b1-D1≤-1≤D2-b1 ( b1+D1(1(b1-D2 (
b1-D2≤1≤b1+D1.  For D1 and D2 we substitute in d1 and d2 as estimates defined as the following (to get our confidence interval):

d1=b1-b1*(/2) and d2=b1*(1-/2)-b1.  The b1 represents the original estimate for the regression slope and the b1* represents the percentiles of interest from the bootstrap distribution.  The regeg_svslct.sas code walks through an example for this.

Bias correction method (sometimes referred to as BC for short):  The first step is to compute the statistic from your original sample.  Then find out where it lies in relation to your bootstrap distribution.  For practical purposes you compute a dummy variable to be 1 if your bootstrap statistic is less than the one from your observed sample and 0 otherwise.  Then find the mean of this dummy variable (so it is a percent).  Then take the result of this last number and plug it in to the cumulative inverse function for a normal distribution (probit in SAS).  Call this number zo.  Note that if the mean of your dummy variable is ½ or .5, then zo=0.  If this is the case, this correction won’t do anything but give you back the original confidence interval.  Then you find the (2zo+z)th and

(2zo+z1-)th values from the cumulative normal distribution function and then look-up the corresponding percentiles of your bootstrap distribution (probnorm function in SAS) and this is your new corrected confidence interval.

Accelerated Bias Correction Method (BCA):  This method takes into consideration the bias issue as well as shape (distribution) and confidence interval coverage issues.  The bias correction method alone is a special case of this method.

Before defining the other quantity used in deriving adjusted percentiles to look up for this method, it is necessary to discuss the jackknife method.  The jackknife is a collection of replicates like the bootstrap, but instead of sampling with replacement, a replication involves taking the whole sample and deleting one observation.  You then repeat the process n times with each observation having its turn of being left out.  For example suppose our sample was the same as above with observations 2, 4, and 5.  The first jackknife sample would be 4 and 5.  The second would be 2 and 5, and the final would be 2 and 4.  You would then compute your statistic of interest just like we did for the bootstrap for each sample and save these results for each sample to compute standard errors for the estimate of interest.  The regeg_svslct.sas shows how to create a jackknife sample given the original data set.

It turns out in this method we have to compute something called a constant called acceleration.  Basically it is a function of the original sample size times the skewness of the sample containing jackknife replications for the statistic of interest.  There are other ways of computing this constant, but this is the easiest to understand.  The acceleration constant (lets call it a) is (-1/6)*((n-2)/(n*sqrt(n-1)))*skewness.  The skewness I am referring to is how it is defined in sas.  So basically we first create the jackknife sample then compute the statistic of interest for each jackknife replication and then compute skewness of this resulting variable and then multiply by the appropriate constant which depends on n.  Let us also define zo as we did above.

Once a and zo are computed we are able to compute the adjusted percentiles (1 and 2) for the confidence interval using the accelerated bias correction method.   Again let zand z1-represent the usual z values from the normal distribution.  The new corresponding lower (1) and upper (2) percentile limits are as follows for confidence level 1-:

1=(zo+((zo+ z)/(1-a*(zo+ z))))

2= (zo+((zo+ z1-)/(1-a*(zo+ z1-)))).

Where  represents the standard normal cumulative distribution function (probnorm in sas).  The regeg_svslct.sas syntax walks through an example using this method.  Note that if a=0 then the equations above simplify to just the plain bias correction method.  If both a and zo are both 0, then we get  and 1- back as we would expect as the appropriate percentiles to look up from our bootstrap sample.
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	B
	se
	var
	REL CHG

	2000
	3.71224
	13.78073
	

	4000
	3.787881
	14.34804
	0.041167

	6000
	3.848359
	14.80987
	0.032187

	8000
	3.84871
	14.81257
	0.000182

	10000
	3.838053
	14.73065
	0.00553
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data losfile;

input los 1-5;

cards;
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run;

/* The following code just adds in a variable that is identically equal to one for */
/* purposes of a retain statement on the code after this statement */
data losfile2;

set losfile;

dummy=1;

run;

/* The following code adds in a variable called casecntr which lists the case id as */
/* a variable */
data losfile3;

set losfile2;

by dummy;

retain casecntr;

casecntr+1;

run;

proc surveyselect data=losfile3 method=urs sampsize=26
rep=1 seed=12345 out=boot_w_repl_count;

run;

*Now let's get the full sample by putting in the necessary

extra rows so we can actually have our desired samples;
data bootanalysis;

set boot_w_repl_count;

do i=1 to numberhits;


output;

end;

drop i;

run;

/* Median of original sample */
proc univariate data=losfile;

var los;

run;

/* We see this result is 19.5 (the median of los) */
/* Now get standard error of median by using by processing on 2000 bootstrap replicaitons. */
/* Let us first get a new file with 2000 as opposed to one replication */
proc surveyselect data=losfile3 method=urs sampsize=26
rep=2000 seed=12345 out=boot_w_repl_count;

run;

*Now let's get the full sample by putting in the necessary

extra rows so we can actually have our desired samples;
data bootanalysis;

set boot_w_repl_count;

do i=1 to numberhits;


output;

end;

drop i;

run;

proc univariate data=bootanalysis noprint;

var los;

by replicate;

output out=median_repl pctlpts=50 pctlpre=los;

run;

/* Let us now get the mean and standard deviation of these replicates */
proc means data=median_repl;

var los50;

run;

/* Our estimate of the expected value of the median is 19.05 (a bit off from the original

sample) and the standard error is 3.71. How do we know if we took enough replications (in

this case 2000)?  Although many times 500 is a "safe" number for estimating variance (but

not confidence intervals), we can increase the number of replications and look at the

relative change or do a graph of B on the horizontal axis and the standard error on the

vertical.  Let us increase B to 4000 and see what happens. */
proc surveyselect data=losfile3 method=urs sampsize=26
rep=4000 seed=12345 out=boot_w_repl_count;

run;

*Now let's get the full sample by putting in the necessary

extra rows so we can actually have our desired samples;
data bootanalysis;

set boot_w_repl_count;

do i=1 to numberhits;


output;

end;

drop i;

run;

proc univariate data=bootanalysis noprint;

var los;

by replicate;

output out=median_repl pctlpts=50 pctlpre=los;

run;

/* Let us now get the mean and standard deviation of these replicates */
proc means data=median_repl;

var los50;

run;

/* We see that the standard error is now roughly 3.79.  If we square the B=2000 and B=4000

results and compute a relative change (we really want to compare variances as opposed to

standard errors due to statistical bias issues) we get the following quantity:

abs( ((3.79)^2-(3.71)^2)/(3.71^2) )=.041 or 4.1%.  A bit off.  Let's try the same process

for 6000, 8000, and 10000. 10000 example only listed below. */
proc surveyselect data=losfile3 method=urs sampsize=26
rep=10000 seed=12345 out=boot_w_repl_count;

run;

*Now let's get the full sample by putting in the necessary

extra rows so we can actually have our desired samples;
data bootanalysis;

set boot_w_repl_count;

do i=1 to numberhits;


output;

end;

drop i;

run;

proc univariate data=bootanalysis noprint;

var los;

by replicate;

output out=median_repl pctlpts=50 pctlpre=los;

run;

/* Let us now get the mean and standard deviation of these replicates */
proc means data=median_repl;

var los50;

run;

/* If we look at a graph and relative changes from one iteration to the next, it appears thing

stabilize after about 8000 replications.  Two possible reasons for the slow convergence in this

scenario.  The sample size is a little small (n=26) and the statistic of interest (median)

is not "smooth" in a mathematical sense like the mean and is more discrete in nature.

Hence this exercise of looking at stability can be very important. */
proc datasets;

delete bootanalysis boot_w_repl_count losfile losfile2 losfile3 median_repl;

run;quit;

*A more generalized version of this code can be found on the following website:

http://support.sas.com/ctx/samples/index.jsp?sid=479&tab=downloads.

Then just click on the dowload button to receive the code.;
/* Let us pretend that length of stay (los) and the amount of home health visits (visits) */
/* follows the assumptions of simple OLS and that visits can be predicted from */
/* length of stay.  This example is really an illustration of bootstrapping by pairs which

means you are taking (x,y) pairs as opposed to bootstrapping by residuals.  The "pairs"

method is a little more general in that the independent variable (x) can be random as well

as the dependent variable (y). */
data raw1;

input los 1-5;

cards;
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run;

/* The following code just creates a variable called visit which is equal to */
/* 2*los + 1 + N(0,1).  The 15237 is just a seed for our random number generator */
/* so we can get repeatable results when running this code more than once */
data regraw;

set raw1;

allcase=1;

visits=2*los+1+rannor(15237);

run;

*Get a case id counter for later purposes;
data regraw;

set regraw;

by allcase;

casecount+1;

run;

/* Let us get significance for b0 and b1 from just using the standard OLS approach */
proc reg data=regraw outest=traditional;

model visits=los;

run;

quit;

*Now let's repeat the same exercise with bootstrapping.  The first

step creates a sample that isn't quite what we want.  If an

observation is picked more than once we get a variable called

numberhits that will be larger than one and we really want

the observation to appear this many times.  The sample size

specified is equal to whatever your OLS sample size was.;
proc surveyselect data=regraw method=urs sampsize=26
rep=2000 seed=12345 out=boot_w_repl_count;

run;

*Now let's get the full sample by putting in the necessary

extra rows so we can actually have our desired samples;
data bootanalysis;

set boot_w_repl_count;

do i=1 to numberhits;


output;

end;

drop i;

run;

*Get jackknife sample data set for later processing, comes in to

play for BCA method.  The jacknife approximates the bootstrap and basically you obtain

n samples with each permutation leaving out one observation.  For example you would leave out

the first, then the second, and so on until you leave out the nth observation at the end.

Got similar loop from jackboot code online

from sas website.  This code is an excellent example that makes use of the

point option since we use the observation number to tell it whether or not we want

to write to the file.  We will need this jackknife data set later on when we discuss

accelerated bias correction.s;
data JACKDATA;

      do outer=1 to 26;

         do inner=1 to 26;

            if inner^=outer then do;

               observation=inner;

               set regraw point=inner;

               output;

            end;

         end;

      end;

      stop;

   run;

proc reg data=bootanalysis outest=bootvals noprint;

model visits=los;

by replicate;

run;

*Now lets look at the standard error and compare with traditional

theory.  From bootstrapping standard error estimate is

.0102386, raw regression output (no bootstrapping) it is .01165.;
proc means data=bootvals;

var los;

run;

*Now get 2.5th and 97.5th percentiles for constructing confidence

intervals using the reflection method;
proc univariate data=bootvals;

output out=bootperc pctlpts=2.5 97.5 pctlpre=los;

var los;

run;

/* We see that these numbers are

2.0017893257 and 2.0422301217 respectively.  We could actually

use this as an estimate for the confidence interval, and this

method is called the percentile method.  Another choice would

be to take our orignal estimate of the slope (2.01921) and

add/subtract 1.96*(bootstrap estimated standard error) for a

two tailed 95% confidence interval.  In

this case it would yield (2.01921-1.96*.0102386,

2.01921+1.96*.0102386)=(1.999142344,2.039277656).  This last

method is just the standard normal method. */
/* We now use the original b1 value estimated from

the original sample with no boostrapping. We compute the

quantities d1 and d2 and then substitute into the

inequality b1-d2<=Beta1hat or slope esitmate<=b1+d1,

where d1=b1-(2.5th bootstrap pecentile for b1)

and d2=(97.5th boostrap percentile for b1)-b1.  This process

is known as the reflection method.  */
/* In this case we have:





d1=2.01921-2.0017893257=0.017420674





d2=2.0422301217-2.01921=0.023020122

   and hence we then have:





b1-d2=2.01921-0.023020122=1.996189878 and





b1+d1=2.01921+0.017420674=2.036630674

So our interval is roughly (1.9962,2.0366) which is quite close to

(1.995,2.043) as we would expect.  Although bootstrapping is

clearly not necessary in this example, it shows that it matches

quite well with traditional theory.  Where bootstrapping becomes

very necessary is in robust regression procedures where mathematical

formulas for convidence intervals is not a tractible option

for methods such as various robust regression procedures */
/* just for fun, lets look at a histogram of the bootstrap sample */
proc chart data=bootvals;

vbar los;

run;

*Now compare reflection method interval to Bias corrected interval

method;
proc reg data=jackdata outest=jackvals noprint;

model visits=los;

by outer;

run;

*Need to get "a" constant which is essentially a function of n times

skewness;
proc means data=jackvals n mean std skewness;

output out=jackmean;

var los;

run;

*Now take the skewness number from last output and multiply by the

following quantity:

(-1/6)*((n-2)/(n*sqrt(n-1))).  In our case n=26, and

the skewness is  0.2808790.  This yields -0.008642431.;
*Now get the z0 constant which involves the percent of times we have

the replication statistic less than the original sample statistic.

We then take this number and compute the standard normal inverse

function to get z0.  This corrects for a median bias.;
data bootvals;

set bootvals;

lt_orig_stat=0;

if (los< 2.01921) then lt_orig_stat=1;

run;

proc freq data=bootvals;

tables lt_orig_stat;

run;

*Now take .5275 and find cumulative normal inverse value.  We will find the new adjusted

percentiles we are looking for and then take the new corresponding percentiles;
data zohatvalue;

zohat=probit(.5275);

z025=probit(.025);

z0975=probit(.975);

ahat=-0.008642431;

alpha1=probnorm(zohat+(zohat+z025)/(1-ahat*(zohat+z025)));

alpha2=probnorm(zohat+(zohat+z0975)/(1-ahat*(zohat+z0975)));

run;

proc print data=zohatvalue;run;

*From this we see that we will adjust the .025 and .975 percentiles from our bootvals file

to 0.031912 and  0.98044 respectively;
proc univariate data=bootvals;

output out=bootperc_bca pctlpts=3.1912 98.044 pctlpre=los;

var los;

run;

proc print data=bootperc_bca;run;

*We get the 95% CI of (2.00265,2.04454) using the accelerated bias correction

method.  Recall the traditional method gave us

(1.995,2.043) and the reflection method gave us (1.9962,2.0366).;
/* Run this code if you are going to run proc surveyselect  */
/* again.  */
proc datasets;

delete bootperc bootvals bootanalysis boot_w_repl_count

raw1 regraw traditional jackvals jackdata jackmean

bootperc_bca zohatvalue;

run;

quit;

